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Abstract
In this paper, we present Google, a prototype of a large-scale search engine which makes heavy
use of the structure present in hypertext. Google is designed to crawl and index the Web efficiently
and produce much more satisfying search results than existing systems. The prototype with a full
text and hyperlink database of at least 24 million pages is available at http://google.stanford.edu/
To engineer a search engine is a challenging task. Search engines index tens to hundreds of
millions of web pages involving a comparable number of distinct terms. They answer tens of
millions of queries every day. Despite the importance of large-scale search engines on the web,
very little academic research has been done on them. Furthermore, due to rapid advance in
technology and web proliferation, creating a web search engine today is very different from three
years ago. This paper provides an in-depth description of our large-scale web search engine -- the
first such detailed public description we know of to date. Apart from the problems of scaling
traditional search techniques to data of this magnitude, there are new technical challenges involved
with using the additional information present in hypertext to produce better search results. This
paper addresses this question of how to build a practical large-scale system which can exploit the
additional information present in hypertext. Also we look at the problem of how to effectively deal
with uncontrolled hypertext collections where anyone can publish anything they want.
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1. Introduction
(Note: There are two versions of this paper -- a longer full version and a shorter printed version. The
full version is available on the web and the conference CD-ROM.)
The web creates new challenges for information retrieval. The amount of information on the web is
growing rapidly, as well as the number of new users inexperienced in the art of web research. People are
likely to surf the web using its link graph, often starting with high quality human maintained indices
such as Yahoo! or with search engines. Human maintained lists cover popular topics effectively but are
subjective, expensive to build and maintain, slow to improve, and cannot cover all esoteric topics.
Automated search engines that rely on keyword matching usually return too many low quality matches.
To make matters worse, some advertisers attempt to gain people’s attention by taking measures meant to
mislead automated search engines. We have built a large-scale search engine which addresses many of
the problems of existing systems. It makes especially heavy use of the additional structure present in
hypertext to provide much higher quality search results. We chose our system name, Google, because it
is a common spelling of googol, or 10100 and fits well with our goal of building very large-scale search

engines.

1.1 Web Search Engines -- Scaling Up: 1994 - 2000
Search engine technology has had to scale dramatically to keep up with the growth of the web. In 1994,
one of the first web search engines, the World Wide Web Worm (WWWW) [McBryan 94] had an index
of 110,000 web pages and web accessible documents. As of November, 1997, the top search engines
claim to index from 2 million (WebCrawler) to 100 million web documents (from Search Engine
Watch). It is foreseeable that by the year 2000, a comprehensive index of the Web will contain over a
billion documents. At the same time, the number of queries search engines handle has grown incredibly
too. In March and April 1994, the World Wide Web Worm received an average of about 1500 queries
per day. In November 1997, Altavista claimed it handled roughly 20 million queries per day. With the
increasing number of users on the web, and automated systems which query search engines, it is likely
that top search engines will handle hundreds of millions of queries per day by the year 2000. The goal of
our system is to address many of the problems, both in quality and scalability, introduced by scaling
search engine technology to such extraordinary numbers.

1.2. Google: Scaling with the Web
Creating a search engine which scales even to today’s web presents many challenges. Fast crawling
technology is needed to gather the web documents and keep them up to date. Storage space must be used
efficiently to store indices and, optionally, the documents themselves. The indexing system must process
hundreds of gigabytes of data efficiently. Queries must be handled quickly, at a rate of hundreds to
thousands per second.
These tasks are becoming increasingly difficult as the Web grows. However, hardware performance and
cost have improved dramatically to partially offset the difficulty. There are, however, several notable
exceptions to this progress such as disk seek time and operating system robustness. In designing Google,
we have considered both the rate of growth of the Web and technological changes. Google is designed to
scale well to extremely large data sets. It makes efficient use of storage space to store the index. Its data
structures are optimized for fast and efficient access (see section 4.2). Further, we expect that the cost to
index and store text or HTML will eventually decline relative to the amount that will be available (see
Appendix B). This will result in favorable scaling properties for centralized systems like Google.

1.3 Design Goals
1.3.1 Improved Search Quality
Our main goal is to improve the quality of web search engines. In 1994, some people believed that a
complete search index would make it possible to find anything easily. According to Best of the Web
1994 -- Navigators, "The best navigation service should make it easy to find almost anything on the
Web (once all the data is entered)." However, the Web of 1997 is quite different. Anyone who has used
a search engine recently, can readily testify that the completeness of the index is not the only factor in
the quality of search results. "Junk results" often wash out any results that a user is interested in. In fact,
as of November 1997, only one of the top four commercial search engines finds itself (returns its own
search page in response to its name in the top ten results). One of the main causes of this problem is that
the number of documents in the indices has been increasing by many orders of magnitude, but the user’s
ability to look at documents has not. People are still only willing to look at the first few tens of results.

Chapter 1

Introduction
RoboCup soccer is an international robotics and artificial intelligence (AI) competition in which robots or computer programs compete in soccer. The official objective
of RoboCup is to promote AI and robotics research. The creators’ long term vision
is that by the middle of the 21st century, a team of autonomous humanoid robots
shall win against the human World Cup champions in a game of soccer.[1]
While getting robots to play soccer does not in itself yield any significant impact on society, it would be a great achievement in the field of AI and robotics.
Furthermore, the knowledge gained might become useful in a more productive way
in the future.
RoboCup also creates a very measurable way of improving AI algorithms by using competition as a tool. It is considered that competition creates a very innovative
environment, and innovation is the key to development.
This type of project, which has a very attractive and broadly appealing goal,
but does not have any significant gains, is called a landmark project[10]. The Apollo
space program which had a goal of “landing a man on the moon and returning him
safely to earth” is a successful example of such a project.[1] Another example, more
closely related to RoboCup, is IBM’s chess-playing computer, “Deep Blue”. Deep
Blue defeated the human world champion in chess in 1997, the same year as the first
official RoboCup tournament [7]. RoboCup can be seen as the successor to computer
chess, but with some fundamental differences. For example computer chess is based
on centralized decision making, while RoboCup uses distributed decision making,
which increases the difficulty of coordination.[6, p. 1]
There are five different leagues in RoboCup soccer: humanoid, middle size, small
size, standard platform, and simulation, each with a number of subleagues. This
project concerns the the 2-Dimensional (2D) subleague of the simulation league,
and the term RoboCup will therefore from now on refer to this subleague. In
the simulation league there are no physical robots, instead a team consists of 11
autonomous computer programs (from now on referred to as agents or clients). The
agents connect to a server which simulates the game. An independent monitor
application must also be used to display the game. A screenshot of a typical match
1
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Figure 1.1. Screenshot of a RoboCup 2D simulation league match displayed in the
standard monitor.

can be seen in figure 1.1.
In the 2D subleague there are two dimensions, one following the X-axis and
one following the Y-axis, which greatly simplifies the environment compared to the
3D-league. Because of the simple environment, the focus in this league is team
strategy and advanced AI algorithms, rather than dealing with hardware issues
such as making robots move and kick the ball properly while maintaining balance.
As previously mentioned, each player in the RoboCup is controlled by its own
independent program with its own control mechanisms and input parameters. A
consequence of this is that each player only has access to the information in its
own field of vision. This makes coordination of the players and team strategy very
complex.

1.1

Problem statement

The main aim of this project is to find important strategic and behavioral aspects of
one good RoboCup team, and then to find simpler ways to implement these aspects
into a RoboCup team.
The first part of the project is to study a successful RoboCup team and to
analyze the following:
• What are the key strategic and behavioral aspects that make them successful?
• How do they implement these aspects?
The problem investigated in the second part of the project is: is it possible to
create a team which implements key strategic and behavioral aspects of an advanced,
successful team, in a much simpler way, without machine learning or complicated
algorithms?
2

1.2. APPROACH AND SCOPE

A team will therefore be created based on the results of the first part of the
project. The goal is that this team will feature the key aspects found in the analysis
(to some degree). The resulting team will be matched against other teams in the
simulator and an analysis of the its strenghts and weaknesses will be made.

1.2

Approach and Scope

Three different methods will be used in order to provide a basis for the analysis of
design, behavior, and strategy of an exisisting RoboCup team: watching videos of
recorded matches, studying code, and reading other online material, which will to
a majority be the team’s own material. The simulations will be run in the official
RoboCup simulator which is downloadable from RoboCup’s official sourceforge site.
[8]
Because many teams have lacking documentation, the report will focus on the
Chinese team WrightEagle which is very successful and has relatively good documentation. [2]
A team will then be created, based on the results from the analysis mentioned
above. Since communication between the client controlling an agent and the simulator is implemented via sockets, the client can be written in many different
languages[9]. In this project it will be written in java.

1.3

Report outline

The report outline is as follows:
• Background presents the details of how RoboCup simulation works, in order
to facilitate understanding of the team creation process for the reader.
• Methods presents the methods used while studying and analyzing the chosen
team in order to give understanding of their implementation. That understanding will be required in order to find the key behavioral and strategic
aspects and how they are implemented. Methods also present the team creation process.
• Results presents the results from the video analysis and analysis of the other
material, the implementation of the above mentioned aspects and then the
performance of the created team.
• Discussions and conclusions presents discussions regarding the performance
and implementation of the studied team and the newly created team. It also
presents the conclusions drawn from the results and analyses.
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Your Guide To Solid State Drives

Introduction
To start I‟d like to thank you for downloading this guide and taking the time to read
it. I hope you‟ll find it useful and that it‟ll help you when you‟re looking to upgrade or
replace your computer.
My aim is to explain to you all there is to know about solid state drives in a manner
that‟s enjoyable to read and easy to understand while still providing plenty of useful
information. It‟s more of a sub-guide to my other manual – Your PC, Inside and Out –
which explains what all the different parts of a computer are, what they do and how
they work together.

Solid State Drive? What’s that?
You may have seen a lot of talk about Solid State Drives recently. In the last six
months or so they‟ve really taken the mid-range to high end computing world by
storm. If a manufacturer decides to include a solid state drive
in their computer they‟ll make sure that you know it‟s
there. But what are they?
A solid-state drive (or SSD) is a storage device that
performs the same functions as a hard disk drive
(which you may know as a hard drive or an HDD). This
means that it‟s used to store data for your computer to access,
including the computer‟s operating system, its programs and all your
files such as documents, pictures, music and videos. The larger the drive, the more
you can store on it. It gets its name from the fact that it has no moving parts, hence
making it „solid state‟.
However, while they fulfil the same role, SSDs and HDDs have some crucial
differences, which I‟ll explain later.

A Quick History of SSDs
Solid State Drives in the literal sense have been around since the 1950s, although it
wasn‟t until 1983 that the first “modern” solid state drive was readily available:
Sharp‟s PC-5000 laptop‟s internal storage held a whopping 128 kilobytes of data and
used magnetism in a similar way to today‟s magnetic hard drives.1GB of flash
memory would have cost $1 million. Crazy, huh?
In 1986 a company called Santa Clara Systems introduced “BatRam”, which used
4MB modules that acted in a similar way to today‟s Random Access Memory (RAM)
and required batteries to retain the data if the system lost power.
http://lachlanroy.com | Lachlan Roy
MakeUseOf.com
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It wasn‟t until 1995 that flash-based solid-state drives were released, which work the
same way that today‟s solid-state drives do and which don‟t require a constant
supply of power to hold on to their data. At this point solid-state technology was
embraced by the aerospace and military industries. It would take almost 15 years
before the technology became commercially viable for use in mainstream
computers.
Flash made its debut in the public eye in the form of memory cards for digital
cameras, such as the Compact Flash (CF) card in 1996, where 2MB of storage would
cost you $149 (or $74,500/GB).
The USB Flash Drive (or Memory Stick) first showed up in late 2000, when
IBM released its 8MB “DiskOnKey” for $49 ($6,125/GB). This was still
comparatively extremely expensive, but makes quite a bit of sense when
put into context; the alternative was the 3.5” floppy disk that held 1.44MB of
data. The IBM DiskOnKey held more than 5 times as much data in one place
and was not susceptible to scratches, magnetism or dust. It was significantly
faster, too!
USB Flash storage understandably caught on in a big way and by 2003 was widely
available in 32, 64 and 128MB capacities from a myriad of manufacturers. A 64MB
flash drive would usually cost around $70 ($1095/GB), and it only got cheaper from
there. Today you can get a 4GB drive for $3 ($0.75/GB), the average size drive is
16GB for $15 ($0.93/GB), and they are available in sizes up to 256GB for $100
($0.40/GB).

http://lachlanroy.com | Lachlan Roy
MakeUseOf.com
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Introduction to ACM/ICPC
HKU ACM Team

1 / 17

What is it?

ACM International Collegiate Programming Contest. Official site:
cm.baylor.edu

ACM
The Association for Computing Machinery (ACM) is an international
learned society for computing. It is the world’s largest scientific and
educational computing society.
You will get free membership for each year you participate in ACM/ICPC.
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Basic Rules

Solve about 10 programming tasks in 5 hours.
3 members per team.
1 computer.
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How Are Teams Ranked

Teams are firstly ranked according to number of problems solved, then the
total time used. Team can check ranks in real time.

Example
http://acmgnyr.org/year2015/standings.shtml

4 / 17

Question Style

Problems are mathematically well defined, with data range and input /
output specifications.

Example
http://acm.timus.ru/problem.aspx?space=1&num=1013.
No GUI, network etc. are needed. They are also not allowed. For C++, all
you need is iostream and STL.
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How is it Judged?
Only source code is submitted and judged.

Data Based Judging
Your source code is compiled and run by the judge. The judge uses a
preset dataset as input, and compare your output against the referenced
answer.
Your solution is judged as correct (AC - Accepted) only if
It outputs all the correct answers. Otherwise WA - Wrong Answer.
It outputs answers in the time limit. Otherwise TLE - Time Limit
Exceeded.
It does not crash. Otherwise RE - Runtime Error.
It uses limited amount of memory. Otherwise MLE - Memory Limit
Exceeded.

7 / 17

An Example

Example
http://acm.timus.ru/problem.aspx?space=1&num=1000
1

CE - Compilation Error

2

RE - Runtime Error

3

TLE - Time Limit Exceeded

4

MLE - Memory Limit Exceeded

5

WA - Wrong Answer

6

AC - Accepted
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Contest Structure

1

University selection. We will select 3 teams this year.

2

Regional contests. Our main battle field.

3

World finals. Top 3 in regional contests will advance to world finals.
100 teams in total around the world.
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Skills Required

Coding. Implement whatever algorithm you have in mind.
Algorithm design. Knowledge of classical algorithms and algorithm
design technique. For example, Dijkstra algorithm and dynamic
programming.
Programming and debugging onsite under pressure.
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Self-motivated

You join team because you are interested in ACM/ICPC, and you can
leave at any point if you are not any more.
We assist you to participate in ACM/ICPC, including organizing
training sessions.
However, we do not and cannot force you to do anything. You have
to be self-motivated.
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Your Benefits

Opportunity to participate in ACM/ICPC.
The department appoints a TA (Shaofeng Jiang) for you to consult,
regarding the competition and solving programming problems.
Good prize helps in finding a good job in industry.
Meet new friends that have the same interest with you.
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Contest Plan

We plan to select 3 teams.
All 3 can go to Hong Kong site hosted in CUHK.
Two teams will go to mainland (Beijing or Qingdao, depending on
contest time).
One or two teams (depending on our budget) will go to regionals
hosted in Taiwan, Korea or Thailand.
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Selection Contest

Planed on September 21 (Wed), 6:30 pm - 9:30 pm.
Individual contest.
Rank by ICPC rules.
Contestants rank top 9 will be qualified to participate in regional contests.
We form teams for you.
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Training Plan
This Semester
We organize practice contests regularly, aiming for this year’s regional
contests.
Team contest. Follow ICPC rules.
Problems selected from past regional contests.
If you are new, you can start by Part 1 in
http://i.cs.hku.hk/~provinci/training.html.

Next Semester
Mainly for beginners. We organize training sessions to talk about
algorithmic techniques. For the past training materials:
http://i.cs.hku.hk/~provinci/training.html
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Consultation

Send me an email if you have any questions about the contest, both
technical and non-technical.

Contact Information
Shaofeng Jiang, sfjiang@cs.hku.hk.
Appoint with me if you need face to face consultation.
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Applying to Ph.D. Programs in Computer Science
Mor Harchol-Balter
Computer Science Department
Carnegie Mellon University
Last updated 2014
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Introduction

This document is intended for people applying to Ph.D. programs in computer
science or related areas. The document is informal in nature and is meant to express
only the opinions of the author. The author is a professor of computer science
at CMU, and has been involved in the Ph.D. admissions process at CMU, U.C.
Berkeley, and MIT.
Please direct any further questions you have after reading this document
to our Admissions Coordinator (applyweb@cs.cmu.edu). Do not send email
to the author of this document.
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Do I really want a Ph.D.? What does a Ph.D. entail?

2.1 What is a Ph.D.?
A Ph.D. is a long, in depth research exploration of one topic. By long we’re typically talking about 6 years. By in depth we mean that at the end of the Ph.D. you
will be the world expert or close to it in your particular area. You will know more
than your advisor about your particular research area. You will know about your
research than anyone at your school. By one we mean that by the last couple years
of your Ph.D., you will typically be working on only one narrow problem. The
Ph.D. is not about breadth, it is about depth.

2.2 Lack of emphasis on courses
The M.S. and B.A. degrees are about breadth not depth. The main requirement in
the M.S. and B.A. degrees is often a large numbers of courses. A B.A. or M.S. in
2

CS often entails taking 3 or 4 classes each semester.
In contrast, a Ph.D. program typically requires typically less than 10 courses
during the entire 6 years (at CMU there are 5 required “core” courses, and 3 required “electives”). The emphasis in the Ph.D. is not on classes, but rather on
research. A Ph.D. student will typically take classes only when she feels that they
will be useful in her research. The classes she takes may not even be in CS at all.
They may be in Statistics, Operations Research, Math, Psychology, Linguistics, or
anything else useful for her particular research topic.

2.3 The research process and advisor/advisee relationships
As stated earlier, the main focus of a Ph.D. is research. You typically begin your
research at the time when you select an advisor. At most schools you pick an
advisor sometime after your first year. At CMU, we like you to start research right
away, so you pick an advisor within a month or two of starting the program.
Research is very different from taking classes. Many students never make
the transition between taking classes and doing research – in fact, at most schools
only 1/2 of the students who enter the Ph.D. program leave with a Ph.D. (at CMU,
about 3/4 end up with a Ph.D.). Keep in mind that we’re typically talking about
students who came in with 4.0 GPA’s from a top undergraduate program.
Some key differences between classes and research:
• In classes, the homework problems all have known answers and the techniques needed for solving the problems have (usually) been introduced in
class. In research, you may be working on a problem for years without a
clue of whether it is solvable. You will be the one inventing or finding the
techniques for solving the problem.
• In classes, you are assigned certain problems to work on. In research, you
get to pick the problems. In fact it is your job to find good problems. By
“good” we mean problems which are “fundamental.” For example, finding
a system hack which makes a particular product like Cisco’s Local Director
run better is something that Cisco would love, but would not count as fundamental research. However discovering better algorithms for the problem
of task assignment of jobs to hosts in a server farm is considered fundamental research. You are also responsible for making sure that no one else has
already solved this problem. This typically involves reading hundreds of
papers on earlier research in this area.
• In classes, if you can’t solve your homework problem, you can always ask
other classmates. Even if none of your classmates know, you can ask the
professor, who certainly knows the answer. In research, you are often working alone, or at best with you advisor and maybe one other student. You are
3

free to ask anyone in the world for help, but they will typically not be able to
help you, since they don’t know the answer either – if they did, it wouldn’t
be research. Many students have a hard time with working independently.
• In classes, you are constantly being given grades and you are constantly
being told what to do next. In research, there are no grades. There is some
instruction (from your advisor), but mostly it’s up to you to be self-motivated
and pro-active.
• In the classroom, there is a distance between you and your professor. In research, you and your advisor will work side-by-side. Your advisor will still
tell you what to do – give you ideas for problems to work on, assign papers
for you to read, give you programming assignments, and often give you a
time-line and schedule. However, when you and your advisor are working
on a problem together, you will work as equals. You will both learn from
each other. You will make discoveries together. Many students are surprised
to find that their advisor is very different in research than in the classroom. A
professor who is very dry in the classroom and often looks bored and uncomfortable will often become extremely enthusiastic and excited when working
on research problems. In the classroom, you hear your professor discuss results which he/she has already worked out. All problems are always solved
by the end of lecture. In research, you will watch your advisor think out
loud and see how he/she thinks and reasons. Students often find this very
exciting. You may find that you think more quickly than your advisor, but
your advisor has more ideas than you. Or you may find that you are better
at computations or coding, but your advisor is better at proofs or writing or
speaking. This surprises many students, who expect their advisor to be better
than they are at everything. Don’t pout, this is an unrealistic expectation. As
in all of life, you will be most successful if you simply figure out what skills
your advisor has that you don’t and work hard at picking up all of those skills
without complaining.
• When taking classes, you will almost never see your professor alone. When
doing research with an advisor, you will typically have 1 hour per week
when you meet with your advisor alone. If your advisor is especially busy
(remember, professors have to do research, teach, apply for grants, serve on
committees, fly around giving talks, etc.) you may only get 1/2 hour a week.
If your advisor is a newer faculty, you may get as much as 2 hours per week.
It’s your job to plan ahead so as to maximize the utility of your time together.
Keep in mind that no one can give you a complete picture of what research is.
The best way to learn what research is, and whether you like it, is simply to start
doing it. The earlier the better!
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How to Read a CS Research Paper?
Philip W. L. Fong
July 15, 2004
This article highlights some points a young researcher should bear in mind when reading
a CS research paper.

1

Comprehension

The first lesson to reading research paper is learning to understand what a paper says. A
common pitfall for a beginner is to focus solely on the technicalities. Yes, technical contents
are very important, but they are in no way the only focus of a careful reading. In general,
you should ask yourself the following four questions when you are reading a research paper.
1. What is the research problem the paper attempts to address? What is the
motivation of the research work? Is there a crisis in the research field that the paper
attempts to resolve? Is the research work attempting to overcome the weaknesses of
existing approaches? Is an existing research paradigm challenged? In short, what is
the niche of the paper?
2. What are the claimed contributions of the paper? What is new in this paper?
A new question is asked? A new understanding of the research problem? A new
methodology for solving problems? A new algorithm? A new breed of software tools or
systems? A new experimental method ? A new proof technique? A new formalism or
notation? A new evidence to substantiate or disprove a previously published claim? A
new research area? In short, what is original about this paper?
3. How do the authors substantiate their claims? What is the methodology adopted
to substantiate the claims? What is the argument of the paper? What are the major
theorems? What experiments are conducted? Data analyses? Simulations? Benchmarks? User studies? Case studies? Examples? In short, what makes the claims
scientific (as opposed to being mere opinions1 )?
4. What are the conclusions? What have we learned from the paper? Shall the
standard practice of the field be changed as a result of the new findings? Is the result
1

Alternatively, what makes it a research paper rather than a science fiction?

1

generalizable? Can the result be applied to other areas of the field? What are the open
problems? In short, what are the lessons one can learn from the paper?
Every well-written research paper contains an abstract, which is a summary of the paper.
The role of an abstract is to outline the answers to the above questions. Look therefore, first
to the abstract for answers. The paper should be an elaboration of the abstract.
Another way of looking at paper reading is that every good paper tells a story. Consequently, when you read a paper, ask yourself, “What is the plot?” The four questions listed
above make up an archetypical plot structure for every research paper.

2

Evaluation

An integral component of scholarship is to be critical of scientific claims. Fancy claims
are usually easy to make but difficult to substantiate. Solid scholarship involves careful
validation of scientific claims. Reading research paper is therefore an exercise of critical
thinking.
1. Is the research problem significant? Is the work scratching minor itches? Are
the authors solving artificial problems (aka strawman)? Does the work enable practical
applications, deepen understanding, or explore new design space?
2. Are the contributions significant? Is the paper worth reading? Are the authors
simply repeating the state of the art? Are there real surprises? Are the authors aware of
the relation of their work to existing literature 2 ? Is the paper addressing a well-known
open problem?
3. Are the claims valid? Have the authors been cutting corners (intentionally or unintentionally)? Has the right theorem been proven? Errors in proofs? Problematic
experimental setup? Confounding factors? Unrealistic, artificial benchmarks? Comparing apples and oranges? Methodological misunderstanding? Do the numbers add
up? Are the generalizations valid? Are the claims modest enough?

3

Synthesis

Creativity does not arise from the void. Interacting with the scholarly community through
reading reseach papers is one of the most e↵ective way for generating novel research agendas.
When you read a research paper, you should see it as an opportunity for you to come up
with new research projects. The following is a list of questions you can ask to help in this
direction. (Of course, this list is not supposed to be exhaustive.)
Be very sceptical of work that is so “novel ” that it bears no relation to any existing work, builds upon
no existing paradigm, and yet addresses a research problem so significant that it promises to transform the
world. Such are the signs that the author might not be aware of existing literature on the topic. In such a
case, the authors could very well be simply repeating works that have already been done decades ago.
2

2

• What is the crux of the research problem?
• What are some alternative approaches to address the research problem?
• What is a better way to substantiate the claim of the authors?
• What is a good argument against the case made by the authors?
• How can the research results be improved?
• Can the research results be applied to another context?
• What are the open problems raised by this work?
• Bottomline: Can we do better than the authors?

4

Paper Review

A paper review is a short essay (3–4 pages) reporting what you have learned from reading a
research paper. Writing reviews for the papers you have read is a great way to sharpen your
paper reading skills. Such a review is typically structured in three sections — summary,
evalution, and synthesis.
1. Summary. Give a brief summary of the work in your own words. This section
demonstrates your understanding of the paper, and as such it should answer the four
questions outlined in Section 1. It is imperative that you use your own words to
summarize the paper. Another way to think of it is that you are writing an alternative,
elaborate abstract for the paper.
2. Evaluation. Evaluate the work by answering the questions outlined in Section 2.
Learn to be fair: point out both the strengths and weaknesses of the work. If you
are reading a classical paper that has been published for a while, make sure you are
reading the paper in the right historical context: What seems to be obvious now might
have been ground-breaking then.
3. Synthesis. Generate any interesting thoughts you have on the work by consulting the
list of questions in Section 3.

5

Related Work

The classic by Adler and van Doren [1] provides lots of wisdom on how to read a book. The
guide by Murphy and Griswold also provides a helpful introduction to reading an engineering
research paper [3].
When a research paper is submitted to a conference or a journal, it will undergo a peer
review process, in which the paper is subject to the intense scrutiny of peer researchers. The
3

referees who review the submitted paper will read the paper in more or less the same way as
we outlined in Sections 1 and 2, and then they will write up a referee report in a style similar
to the paper review discussed in Section 4. Based on the referee reports, the program chair
of a conference or the editor of a journal will then make the decision of whether to accept
the paper. It is therefore instructional to understand how a referee go about reviewing a
paper, and learn to read research papers like a professional. A very good introduction to the
subject can be found in an article by Smith [5]. The paper is slanted towards experimental
computer science. For a perpective focusing on theoretical computer science, consult the
article by Parberry [4]. See also [2].
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E-Commerce@Ten | CNOOC of Hong Kong Withdraws Unocal Offer
Written by Mario Ritter
04 August 2005

I’m Barbara Klein with the VOA Special English Economics Report.
On July sixteenth, nineteen ninety-five, a new book store opened in the American city of Seattle.
No one steps inside to buy anything. Yet the store, if you could call it that, had sales last year of
seven thousand million dollars.
Ten years ago, few people bought things over the Internet. Few
thought it was safe. Amazon-dot-com changed many people's minds.
Ten years later, an estimated seven out of ten American adults have
used a computer to buy something. Market researchers at comScore
Networks estimate online spending last year at one hundred seventeen
thousand million dollars. That was for goods and travel services.
The person who started Amazon, Jeffrey Bezos, remains its leader. In
the nineteen nineties he urged employees to help Amazon "get big
fast." Yet Amazon invested in many similar businesses that failed.
Amazon lost plenty of money. It did not make a profit until two thousand three. Its most recent
profit and earnings report, released last week, was better than many market watchers had
expected.
Today people can buy not just books and music but also many other products through Amazon. It
competes with eBay, which celebrates its tenth birthday in September.
EBay calls itself "the world's online marketplace." It does not sell
anything. Instead, it provides a way for others to sell goods and
services. People who want to buy something make competing offers
through online auctions. EBay has grown to include several other
businesses. These include PayPal, a company that processes online
payments.
As online sellers grew, traditional stores saw the future. Today, stores
from the smallest to the biggest sell on the Internet. These include the biggest of all, Wal-Mart.
Finally, we reported on the offer for the American oil company Unocal from CNOOC (see-nook)
Limited of Hong Kong. This week, CNOOC withdrew its offer because of what it called the
"political environment" in the United States. Opponents raised national security concerns. The
Chinese government owns seventy percent of CNOOC.
CNOOC had offered eighteen thousand five hundred million dollars for Unocal. Now, Unocal
shareholders will vote Wednesday on an earlier offer from Chevron. The American company has
offered to buy Unocal in a deal worth about seventeen thousand million dollars.
This VOA Special English Economics Report was written by Mario Ritter. Our reports are online
at voaspecialenglish.com. I'm Barbara Klein.
UPDATE: As the trading week ended on August fifth, Chevron's offer for Unocal was worth
over seventeen and one-half thousand million dollars. (Chevron increased its offer on July
nineteenth. Sixty percent is stock, and share prices change daily.) For more information, see
the earlier story at the top of the right column.

Taking the TOEFL
The Test of English as a Foreign Language now measures the ability to communicate, not
just knowledge of the language. Transcript of radio broadcast:
08 November 2006
This is the VOA Special English Education Report.
The TOEFL is an important test for non-native English
speakers who want to attend an American college or
university. TOEFL is the Test of English as a Foreign
Language. And it is the subject this week in our Foreign
Student Series.
The Educational Testing Service is moving to end the use of
the paper-and-pencil version of the TOEFL. And on September
thirtieth ETS stopped offering its existing computer test. The
new version is called the TOEFL iBT, or Internet-Based Test.
The TOEFL iBT has been used since two thousand five at testing centers in the United
States, Canada, France, Germany, Italy and Puerto Rico. In March of this year, it was
expanded to other countries in Europe and to Africa, Eurasia, the Middle East and Latin
America.
The charge for the TOEFL iBT is different in each country. Until the TOEFL iBT is offered
in a country, the pencil-and-paper test will continue to be used.
The TOEFL measures the ability to read, write and understand English. The new test
represents about ten years of work by ETS. The testing service redesigned it to measure not
just knowledge of the language, but the ability to communicate in English. The four-hour
test now includes a speaking part, in addition to reading, writing and listening.
Each part of the test is worth a possible thirty points. So the highest score on the TOEFL is
one hundred twenty points.
Different colleges and universities require different minimum scores on the TOEFL. So be
sure to find out the score requirements of the schools that interest you.
Experts say the best way to prepare for the TOEFL is to use English as much as you can.
The TOEFL Web site offers advice to help you prepare. The address is toefl.org
More than six thousand schools and agencies in one hundred ten countries use the TOEFL.
But students who have already earned degrees from colleges in English-speaking countries
may not be required to take it.
And recently we received an e-mail asking if another English test can be used instead of the
TOEFL when applying to American schools. Listen next week for the answer.
And that’s the VOA Special English Education Report, written by Nancy Steinbach. This is
the tenth week of our Foreign Student Series. You can find the earlier reports, including
transcripts and MP3 files, at voaspecialenglish. I'm Steve Ember.

2000 Years of Computing History at a Museum in California
Or download MP3 (Right-click or option-click and save link)
You can also watch a YouTube video of this.
This is the VOA Special English Technology Report.
Silicon Valley in Northern California is home to many of the world’s largest technology
companies. These include Apple, Google, Oracle, Intel, Cisco Systems and Hewlett-Packard.
The valley is also home to the Computer History Museum in Mountain View. It reopened last
month after nineteen million dollars worth of improvements. The project took nearly two years.
One of the additions is a permanent exhibit called "Revolution: The First 2000 Years of
Computing."
Alex Bochannek is a curator at the museum. Mr. Bochannek says the new exhibit tells the story
of more than one thousand historical objects.
ALEX BOCHANNEK: "Some of the oldest items are actually not computers. They are devices
that helped people calculate. And the first object people see walking into the exhibit is an abacus
from the eighteen hundreds. Because the abacus is a daily-use device made from wood, few of
them have survived.”
Mr. Bochannek says people have the chance to handle some of the objects in the exhibit. He says
one of the more popular items is a portable computer from nineteen eighty-one.
ALEX BOCHANNEK: “We think of portable computers today as laptops. But the Osborne One
was about the size of a sewing machine and weighed twenty-four pounds. So, just being able to
pick one of those up will help our visitors understand how difficult portability was about thirty
years ago.”
Visitors to the Computer History Museum can also see parts of one of the earliest large-scale
electronic computing devices. The ENIAC or Electronic Numerical Integrator and Computer was
designed during World War Two.
There are also pieces from the guidance computer that was used during the Apollo space
missions.
Mr. Bochannek says the "Revolution" exhibit is about more than the history of modern
computing. He says it tells a much larger story about how these developments have affected
society and culture, especially in recent years.
ALEX BOCHANNEK: "The revolution to most people is that computers today are ubiquitous.
They’re everywhere. If you are crossing at a traffic light, there probably is a computer
controlling that traffic light. It’s not just the laptop or your smartphone that has a computer in it,
but they surround us, and in some cases are even inside us. Like the cardiac pacemaker, one of
which we show on the exhibition as well."
The Computer History Museum plans to launch an online version of the exhibit in March. The
museum has one hundred thousand items in its complete collection. Only two percent of them
are currently on display. But officials say seventy-five percent of the items will be viewable
online.
And that's the VOA Special English Technology Report, written by June Simms. Tell us about
your interests at voaspecialenglish.com. I'm Christopher Cruise.
VOA Special English - Text & MP3
www.manythings.org/voa/scripts

Students Compete to Find Tech Solutions for World Problems
This is the VOA Special English Technology Report.
Hundreds of students from around the world gathered in New York City last week for the
Microsoft Imagine Cup finals. They came to present their ideas for using technology to
solve world problems.
Microsoft education director Suzi Levine says the nine-year-old program began mainly as
a competition to create technology.
SUZI LEVINE: "When we realized that students really actually want to have a purpose
for what they’re creating, we introduced the idea of inspiring them with the UN
Millennium Development Goals and suggesting that they use those for their muse."
New sources for ideas this year included intergovernmental and nongovernmental
organizations.
SUZI LEVINE: "This past year we also rolled out something called the Imagine Cup
Solve This library, where IGOs, NGOs and nonprofits can submit some of the technical
challenges that they would like students to consider for their solutions."
Microsoft says over three hundred fifty thousand high school and college students
registered for this year's competition. Judges chose more than four hundred of them to
attend the finals.
Ms. Levine says several teams were inspired by current events, including floods last year
in Thailand.
SUZI LEVINE: “One from Thailand [was] called NewKrean, where they created a
Windows Phone 7 application that allows you to broadcast your location to your social
network of friends so that you can be more easily rescued."
The NewKrean team from Chulalongkorn University in Thailand named their app Terra.
Suzi Levine says there were also ideas from Egypt inspired by the revolution that
overthrew president Hosni Mubarak in February.
SUZI LEVINE: “One was to use Bluetooth as sort of a Twitter equivalent so that if the
government shuts down the Internet, you actually can still have a massive social
distribution.”
Students competed in nine categories. For example, in software design the top prize of
twenty-five thousand dollars went to Team Hermes from Ireland. The students developed
a device for cars to collect information on road conditions, driving behavior and traffic
incidents.
A team from Taiwan's National Tsing Hua University won first place in the embedded
development category. They developed a network of wireless devices to help plot the
safest escape routes during a fire.
Next year’s awards ceremony will take place in Australia. Registration for Imagine Cup
twenty-twelve opened Friday. Also, Microsoft announced plans for a three million dollar
program to help Imagine Cup winners further develop their projects.
And that's the VOA Special English Technology Report, written by June Simms. You can
learn English with our programs at voaspecialenglish.com. I'm Steve Ember.
VOA Special English - Text & MP3
www.manythings.org/voa/scripts

Computer Terms: Good Hackers, Bad Hackers and Busy
Bloggers
03 September 2006

Now, the VOA Special English program Words and Their Stories.
Computer technology has become a major part of people’s lives. This technology has its own
special words. One example is the word mouse. A computer mouse is not a small animal
that lives in buildings and open fields. It is a small device that you move around on a flat
surface in front of a computer. The mouse moves the pointer, or cursor, on the computer
screen.
Computer expert Douglas Engelbart developed the idea for the mouse in the early nineteen
sixties. The first computer mouse was a carved block of wood with two metal wheels. It was
called a mouse because it had a tail at one end. The tail was the wire that connected it to the
computer.
Using a computer takes some training. People who are experts are sometimes called
hackers. A hacker is usually a person who writes software programs in a special computer
language. But the word hacker is also used to describe a person who tries to steal information
from computer systems.
Another well known computer word is Google, spelled g-o-o-g-l-e. It is the name of a
popular search engine for the Internet. People use the search engine to find information about
almost any subject on the Internet. The people who started the company named it Google
because in mathematics, googol, spelled g-o-o-g-o-l, is an extremely large number. It is the
number one followed by one hundred zeros.
When you Google a subject, you can get a large amount of information about it. Some people
like to Google their friends or themselves to see how many times their name appears on the
Internet.
If you google someone, you might find that person’s name on a blog. A blog is the shortened
name for a Web log. A blog is a personal Web page. It may contain stories, comments,
pictures and links to other Web sites. Some people add information to their blogs every
day. People who have blogs are called bloggers.
Blogs are not the same as spam. Spam is unwanted sales messages sent to your electronic
mailbox. The name is based on a funny joke many years ago on a British television show,
“Monty Python’s Flying Circus.”
Some friends are at an eating place that only serves a processed meat product from the United
States called Spam. Every time the friends try to speak, another group of people starts
singing the word Spam very loudly.
This interferes with the friends’ discussion – just as unwanted sales messages interfere with
communication over the Internet.
(MUSIC)
This VOA Special English program, WORDS AND THEIR STORIES, was written by Jill
Moss. I’m Faith Lapidus.

Higher Education in the US: Life as a Teaching Assistant
Many states are trying to make sure that foreign TAs can speak English well enough to
communicate with students. Transcript of radio broadcast: 24 January 2007
This is the VOA Special English Education Report.
Graduate students often work as teaching assistants while they study in the United States.
Teaching assistants may get money or get to take classes for free, or both.
A T.A. usually works about twenty hours each week. In some cases, the professors they assist
have big undergraduate classes with hundreds of students. The professor gives one or two
lectures a week, and teaching assistants lead smaller discussions at other times.
They also give tests, grade work, provide laboratory assistance and
meet with students who need help. And they have their own
educations to think about.
Labor unions have been working to organize teaching assistants who
feel overworked and underpaid. Some schools have had strikes.
Another issue is the language barrier. Many states have proposed to
require that teaching assistants be able to speak English well enough
for students to understand them. Universities have increased their
efforts to deal with this problem.
Our example school this week is the University of Southern California, in Los Angeles. The
Institute of International Education says more foreign students go to USC than any other
American university.
The American Language Institute at USC provides training to help international teaching
assistants improve their English. The university requires most non-native English speakers to
pass a test before they can become a T.A.
Those who went to college in an English-speaking country do not have to take the test. The same
is true for those who scored at least twenty-seven on the speaking part of the TOEFL Internetbased test.
The exam at USC is a fifteen-minute spoken test that involves two examiners. Students talk
about their education and interest in the school. Then they present some issue or idea from their
area of study, and answer questions about it from the examiners.
Those who do not score high enough on the test have to take classes to improve their English.
Until their English is better, some departments give them jobs that do not require them to
communicate with students.
And that's the VOA Special English Education Report, written by Nancy Steinbach. Listen next
week for the next part in our Foreign Student Series on higher education in the United States.
MP3 files and transcripts of the series are at voaspecialenglish.com. If you have a question or
comment, write to special@voanews.com, and be sure to include your name and country. I'm
Bob Doughty.

Brain-Computer Interfaces Could Mean More Freedom for the Disabled
Or download MP3 (Right-click or option-click and save link)
You can also watch a YouTube video of this.
This is the VOA Special English Technology Report.
Since the nineteen seventies, scientists have been searching for ways to link the brain with
computers. Brain-computer interface, or BCI, technology could help people with disabilities send
commands to machines.
Recently, scientists demonstrated a small robotic vehicle directed by a person's thoughts. The
demonstration took place at the Swiss embassy in Washington. Jose Millan and Michele Tavella
developed the system. Mr. Tavella can even talk as he watches the vehicle and guides it with his
thoughts.
MICHELE TAVELLA: "That's very, very easy. That's the simplest part we could say because
moving one hand or the other is a very, very common task. There is no workload. It’s very, very
simple."
Mr. Tavella is a researcher at the Federal Polytechnic School in Lausanne, Switzerland. In the
laboratory, he can operate a wheelchair just by thinking about moving his left or right hand.
Professor Millan is the team leader. He says systems like those being developed in Lausanne and
other places may be available in less than ten years.
JOSE MILLAN: "The brain-machine interface is a system that allows disabled people, people
suffering from physical disabilities to communicate with external world and also to control
devices."
Our brain has billions of nerve cells. These send signals through the spinal cord to the muscles to
give us the ability to move. But spinal cord injuries or other conditions can prevent these weak
electrical signals from reaching the muscles.
The researchers designed a special cap for the user. This head cover captures the signals from
the scalp and redirects them to a computer. The computer interprets the signals and commands
the motorized wheelchair. The wheelchair also has two cameras that identify objects in its path.
They help the computer react to commands from the brain.
Professor Millan says scientists keep improving the computer software that identifies brain
signals and turns them into simple commands.
JOSE MILLAN: "The practical possibilities that brain-machine interfaces offer to disabled
people can be grouped in two categories: Communication, and controlling physical devices and
virtual devices. One example is this wheelchair."
He says his team has set two goals.
JOSE MILLAN: "What we want is to bring this technology out of the lab and this has two
components. First is testing with real patients, so as to demonstrate that this is a feasible
technology they can benefit from. And the second aspect of that is to guarantee that they can use
the technology over long periods of time.”
And that's the VOA Special English Technology Report. Transcripts, MP3s and podcasts of our
reports are at voaspecialenglish.com. You can also find us on Facebook and YouTube at VOA
Learning English. I’m Robert Cohen.
VOA Special English - Text & MP3
www.manythings.org/voa/scripts
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[Microsoft Says Google Blocks Competition in Europe Search Market] - [VOA - Voice of America English News]
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Microsoft Says Google Blocks Competition in
Europe Search Market

This is the VOA Special English Economics Report.
Microsoft has fought legal battles with officials in Europe and the United States over competition in the personal
computer market. But now Microsoft is accusing Google of being anticompetitive. A complaint to the European
Commission accuses Google of unfairly controlling the Internet search market in Europe.
Google is already talking to the commission about the issue and says it is happy to explain to anyone how its
business works.
Google also faces other issues. Gmail users in China began reporting problems with Google's email service in
late February. The problems came as news of the revolutions in the Arab world filled the Internet and there were
online calls for protests in China.
Google said the government was interfering with its email service.
(SOUND)
Last week, Foreign Ministry spokeswoman Jiang Yu called the accusations unacceptable. But Google
spokeswoman Jessica Powell said the company stood by its earlier comments.
JESSICA POWELL: "This is a government blockage, carefully designed to look like the problem is with Gmail."
Google is the world leader in Internet search. But in China, the biggest search engine is Baidu. And this week,
China's largest Internet media company, Sina, dropped Google's search engine from its website. Sina says it is
using its own technology.
An estimated four hundred fifty million Chinese are online  about half of all Internet users in Asia.
Last year, Google said a cyberattack from China had attempted to get information from the Gmail accounts of
human rights activists. Google also expressed concerns about censorship. So Google relocated its Chinese
search engine from the mainland to Hong Kong.
The company is also facing new problems at home. A federal judge in New York has ruled against its plan to put
millions of books online.
Google wants to create a digital library of all the world's books. It reached a one hundred twentyfive million dollar
deal in two thousand eight with groups representing writers and publishers. Google agreed to create a system to
pay copyright holders when their works are used online.
But Judge Denny Chin rejected the proposed settlement. He said it gives Google monopoly control of the book
search market. But he left open the possibility for a new plan.
On a similar issue, Baidu says it has removed almost three million documents from its library. Writers have
complained that Baidu did not have permission for their works to appear on its documentsharing site.
And that's the VOA Special English Economics Report, written by Mario Ritter and available online at
voaspecialenglish.com. I’m Steve Ember.
___
Contributing: Stephanie Ho
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TECHNOLOGY REPORT - Microsoft Competes Against Apple with New Tablet
Computer
Source: http://www.unsv.com/voanews/specialenglish/scripts/2012/06/25/0041/

This is the VOA Special English Technology Report.
Microsoft has announced its first tablet computer. It is called the
Surface, and it is designed to compete directly with the popular Apple
iPad.

Microsoft officials introduce the Surface
tablet computer

The computer software maker announced its new tablet last Monday
at a media event in Los Angeles. Microsoft will offer two versions of
the Surface. Each has a different processor. The Surface for Windows
RT runs on an ARM processor. It is less powerful than the Surface for
Windows 8 Pro, which uses an Intel processor.

The RT is also thinner and weighs less than the Pro. Either tablet
weighs no more than nine hundred three grams. Both have screens that are about twenty-seven centimeters in
size. That is a little bigger than the iPad’s screen.
Microsoft has not said exactly when the new Surface will appear in stores. But, it is expected to be sometime in
September or October. This is about the same time that the company plans to release its new Windows 8
computer operating system.
Brenda Estrella owns a laptop computer. She has been considering switching to a tablet.
BRENDA ESTRELLA: "iPad for me is more of an entertainment device, like I see a lot of people carrying it
around or taking pictures on it. For me, it's not that practical, so if Microsoft is coming out with a tablet that
actually you can like type, and actually do different things other than just swipe, then that would be better for
me."
Fox Van Allen is a technology expert. He agrees the Surface seems to have more to offer than the iPad.
FOX VAN ALLEN: "It's a very interesting new device. I think the key point here is that it's not just another
iPad. It's a device that almost serves as a replacement for a PC."
Many technology lovers, including Catherine Clinch, are excited about the new tablet.
CATHERINE CLINCH: "The applause moments were on things that I think were predictable -- wow it stands
by itself, you don't have buy a stand. It’s all together, the keyboard folds over, it’s a cover -- all those
wonderful things. But when I look at this what I think of is the potential to get rid of the netbook, to get rid of
the laptop, to maybe even down the line get rid of the full computer."
The Surface is meant to compete with the iPad. But not everyone is sure it is a better product. This includes
iPad user John Ayala.
JOHN AYALA: “Would I buy one over an iPad? No. I like Apple products right now. I am glad there is a
competitor and I am glad there is an alternative, but I am sticking with Apple.”
For years, Microsoft made software, not computers. A few earlier attempts by the company to make and sell
hardware products failed. That included the Zune music player. It could not compete against Apple’s iPod.
Estimates place the value of the tablet computer market at about seventy-nine billion dollars this year.
Microsoft hopes to capture a share of that market with its latest device.
And that's the VOA Special English Technology Report, written by June Simms. Transcripts, MP3s and
podcasts of our reports are at www.unsv.com. I'm Steve Ember.
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Or download MP3 (Right-click or option-click and save link)

This is the VOA Special English Technology Report.
An organization called the World Future Society publishes a yearly report about how technology, the economy and
society are influencing the world. Tim Mack heads the World Future Society. He says medicine is one area of growth.
TIM MACK: “I was surprised by the enormous growth in medical technology.”
Mr. Mack says the fields of nanotechnology, biotechnology and information technology are working together to create
new ways to help patients. These include better ways to provide medicine and identify disease without invasive
operations.
Mr. Mack also says developments in artificial intelligence could lead to a future where disabled patients could be cared
for by a voice-activated robot.
The World Future Society also publishes The Futurist magazine. Every year it examines developments in technology and
other areas to predict the future. The magazine released the top ten predictions from the Outlook 2011 report.
Several of the predictions dealt with technology. The report said Internet search engines will soon include both text and
spoken results. It said television broadcasts and other recordings could be gathered using programs developed by the
Fraunhofer Institute for Intelligent Analysis.
Outlook 2011 also examined refuse collection. It said industrial nations will send much more waste to developing
countries. This will cause protests in those countries. In about fifteen years, developing countries will stop accepting
foreign waste. This will force industrial nations to develop better waste-to-energy programs and recycling technologies.
The report also had a prediction about education. It said young people use technologies for socializing as well as
working and learning. So they solve problems more as teams instead of competing. In this way, social networking is
supporting different kinds of learning outside the classroom.
The World Future Society also predicts that robots will be able to carry out mental commands from human beings.
Scientists have shown that individuals can type by using their brains without physically touching computer keyboards. In
the near future, experts say brain e-mailing and “tweeting” will become more common.
And that’s the VOA Special English Technology Report. You can find scripts and audio of our programs at
voaspecialenglish.com. We are also on Facebook, Twitter and YouTube at VOA learning English. I’m Steve Ember.
http://learningenglish.voanews.com/content/looking-to-robots-and-other-technology-to-improve-health-care-112802519/115124.html
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Abstract
Many students enter the field of computer science with misconceptions about the importance of communication skills.
They often choose this field, thinking they will end up with jobs working alone or with other “techies” developing
computer games, and not having to deal with people. These students often do not realize the significance of reading,
writing, and speaking skills in computer science. This paper discusses several relevant areas of computer science, and
explains why computer science students need skills covered in English, speech, technical writing, and even foreign
language courses in order to achieve success as a computing professional.

1. Introduction
Computer Science is an interesting field. It integrates
knowledge and skills from several areas of study in
addition to the fundamental computer science courses.
Because the field has so many diverse specializations,
coursework in the areas of biological, chemical, or physical
sciences may be appropriate for those individuals who will
eventually work with scientists, engineers, or medical
specialists. Advanced study in accounting, finance, and
economics will prove useful for those working with
business applications.
No matter what the area of
specialization or application, a good understanding of
mathematics is required, and a previous work [1] discusses
the importance of math for computer science students and
the reluctance of many students to take these courses
seriously. It is also imperative that students develop strong
communication skills, which are vital to almost all
professions in computer science. Therefore, courses such
as English, technical writing, speech, and a foreign
language are typically required for computer science
majors. These courses are not simply for providing
humanities courses for rounding out the curriculum. They
offer skills that are critical for success in any profession,
especially computer science.
Communication skills will determine a graduate’s
likelihood of landing a position in the first place. Job
candidates with spelling and grammatical errors on their
resumes and cover letters are often perceived as careless at
best, undereducated at worst. Neither is a desirable trait for
a candidate. A computer science graduate may obtain a
position with a company based on his or her degree and
computer skills. However, it is usually that person’s ability
to communicate effectively that will determine career
advancement and potential for success.
This paper, therefore, discusses the issue of
communication as it relates to typical positions and
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activities associated with the computer science profession.
By pointing out the importance of language skills in all
areas of computer science, I hope to better prepare students
who are considering computer science as a major, and to
emphasize that mastery of verbal and written
communication is critical to success in computer science.
2. Requirements Specification
Requirements specification is usually considered the most
important step in the system development process.
Incomplete, incorrect, or ambiguous requirements lead to
many problems and subsequent re-work.
A good
requirements specification is therefore critical to the
development of a large system. However, just what goes
into developing these requirements? What skills are
necessary?
Basically, it involves two things: an
understanding of technology and competence in
communication. By far, the more important of these is
communication.
First of all, the system analyst must communicate
effectively with end users, management, programmers, and
non-technical personnel in order to fully understand the
current system and the changes necessary for the new
system [4, 7]. Verbal skills are used in individual
interviews, focus groups, presentations, and joint
application development (JAD) sessions. Written skills are
used in developing surveys, which serve as an information
gathering tool, and for general correspondence such as
business letters and memos. The analyst must be able to
listen well, to speak well, and to write well.
The world is getting smaller, and many systems are
developed for companies with international interests and/or
locations. Fluency in a foreign language will prove useful
for communicating with users in such a system, and in
identifying requirements for the finished product that relate
to languages used in locations that differ from the local
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has “parts of speech” and rules for connecting primitives in
the language correctly. Moreover, the writing of compiler
software also requires this knowledge since compilers are
programs written to take code written in some
programming language and convert it into machine
language. Knowledge of the grammar and rules of a
foreign language reinforces understanding of all these
concepts.
Having gained insight into the expressive power and
limitations of different natural languages gives a person a
broader understanding of the need for different means of
expression. This supports the idea that it is beneficial to be
fluent in several programming languages as well. If a
programmer can “think” in more than one programming
language, he can better choose the one that more accurately
models the data and programming needs of the application.
In order to solve problems on the computer,
programmers must understand user requirements, develop
solutions, and then convert those solutions into code using
a programming language. Communication is necessary for
understanding and clarifying requirements with others, in
working with other systems analysts and programmers
individually and in groups to develop code and test
solutions, and in explaining intermediate and final results to
both technical and non-technical personnel through code
documentation, training sessions, and printed user’s guides.

language. (For the purpose of illustration in this paper,
assume that the native language of the student is English.)
Again, the ability to communicate effectively in English, as
well as a foreign language is a skill to be desired.
Finally, a requirements specification is a formal
written document. It serves as a contract between those
paying for the system and those designing and developing
it. It must be clearly written so that all parties involved
understand exactly what needs to be accomplished and
when the work should be completed. Without a clearly
written specification defining the scope of the project,
features tend to be added, unspecified or ambiguous details
lead to confusion, and tasks within the project become
delayed. Excellent technical writing skills are a must for
developing a working requirements specification for any
significant project.
3. Problem Analysis and Programming
Humans are constrained to a certain extent by language;
any thinking or problem solving done by a person is
mapped onto constructs of his native language, which he
uses in understanding a problem and describing a solution
to others (or to a computer). A person who is fluent in
more than one language can actually “think” in more than
one language. When a person studies other languages,
therefore, he becomes more aware of this fact, leading to a
higher level of thinking.
There are many additional reasons that computer
science students should study a foreign language. Often
when a student studies a foreign language, he also becomes
better at his native language. Learning language concepts
such as verb tense in Spanish, for example, reinforces what
the student knows about tenses in English.
Additionally, when one learns a second programming
language, certain constructs may be similar those in the
first language learned. For example, if a student has
learned the semantics of an if statement in C, he may easily
relate to the if statement in Java when seen for the first
time.
Everything the student learns in Java, then,
reinforces understanding of the constructs learned in C, the
first language learned. Finally, when a senior-level
programming languages course is taken, these language
constructs are abstracted, and the student can think in terms
of selection structures, and focus more on semantics rather
than syntax.
The study of programming languages [3, 5] also
involves natural language.
Formally, programming
languages are expressed mathematically, using some
notation such as Backus-Naur form. Definitions are
precise, and abstraction is necessary for describing the
syntax and semantics of a language. A student who is well
versed in formal English will understand how words,
clauses, phrases, and sentences fit into the correct grammar
of the English language. He will be familiar with parts of
speech, subject/verb agreement, verb tenses, etc., and be
better able to understand that a programming language also
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4. Documentation
Documentation is necessary for describing the purpose of
the code, along with recording administrative and technical
details such as programmer names, dates of code
modification, assumptions, conditions, and system
requirements. Large systems, in particular, require well
written and complete code documentation. Documentation
requires excellent writing skills. It is performed at almost
every stage of code design and development, and continues
long after the initial completion of the code to serve as
reference, and as a record for code amendments. Code
documentation should clearly state everything a
programmer needs to know about code should there be a
need to understand and modify it. Non-programmers
should also easily understand it. Often management
personnel or code librarians must work with code printouts
or electronic copies. These people do not need to know
much about code. They only need to know what it is, who
worked on it, and most importantly, what it does.
5. Training and Maintenance
Once a system has been put in effect (and usually also
before) users must be made familiar with its operation.
Many types of people including high-level management,
sophisticated users and programmers, as well as naïve end
users must be informed about the part of the system that
concerns them.
Communication with the customer or upper
management often involves formal presentations
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than an arbitrary collection of words. Competence in
English is mandatory for this type of artificial intelligence
work.
In this modern world, people often use software
packages without being aware of the artificial intelligence
involved in their development. These include programs
that translate from one language to another, database
information retrieval systems, spelling/grammar checkers,
human/computer interaction interfaces, automatic dictation
taking software, and spoken language control systems such
as automated telephone service. None of these systems
could have been developed without a mastery of language
and communication. It is important to note moreover, that
many of these systems actually do involve some type of
computer system communicating with real people.

highlighting the non-technical aspects of the system and
discussing issues related to budget and decision making.
The presenter must have good speaking skills in order to
maintain the attention and respect of the audience. He must
also be aware of the level of expertise of those in the
audience, so as not to bore experienced personnel with
simple details, nor confuse inexperienced personnel with
technical jargon and unnecessary low-level system details.
Public speaking is easier for some people than for
others, but everyone can and should improve his or her
speaking skills. A good speech course can help students
learn to prepare various types of speeches and
presentations, and provide much needed experience at
speaking before a live audience.
It is also important for professional presentations, that
written material appearing on slides or handouts be wellwritten and free from grammatical and other types of
errors. Good proofreading skills and the ability to
recognize and correct these mistakes before the
presentation takes place can save the speaker from
embarrassment. Students can develop these skills in
English and technical writing courses. They can also strive
to improve both written composition and speaking skills by
embracing these types of assignments in all courses, rather
than simply complaining about them, and doing the
minimum required.

7. Research
Most of this paper has dealt with the essentials of
communication skills for students graduating in computer
science and entering the professional world. These jobs
relate to developing products for customers, and it has been
shown that communication skills are essential qualities in a
successful computer science professional. What about
those students who choose to continue education, those
students who plan to perform research in computer
science?
Research in any field requires good communication
skills. First of all the researcher must be adept at reading
and understanding written documents and papers. He must
be able to review critically these papers and to envision and
develop new ideas and designs. Finally, the culmination of
all research is to be able to advance the field. In order to do
this, the results must be published and/or presented to other
researchers. In summary, for research to be effective, it has
to be communicated to others. This requires that results be
presented at some technical conference or symposium, or
published in a journal or proceedings as a scientific paper.
The successful researcher must be competent in both
composition and speaking skills.

6. Artificial Intelligence
Artificial Intelligence (AI) encompasses many areas of
study, including such things as computer vision, image
understanding, and planning. It also includes research in
the areas of knowledge representation, voice recognition,
natural language processing, and computational linguistics.
These areas are often associated with human intelligence,
and according to Luger and Stubblefield:
“One of the long-standing goals of artificial intelligence
is the creation of programs that are capable of
understanding human language. Not only does the
ability to understand natural language seem to be one of
the most fundamental aspects of human intelligence, but
also its successful automation would have an incredible
impact on the usability and effectiveness of computers
themselves.” [6]

8. Conclusion
The computer is far from intelligent. It can do only simple
things. It can store a value, it can perform basic arithmetic
operations such as addition, and it can compare two values.
At a low level, everything about a computer is related to
numbers, arithmetic, and logic.
Real world applications, however, involve people,
products, and systems for science, business, and industry
that deal with real world problems. System users,
managers, and scientists know how to state a problem and
outline a solution in English, sometimes enhanced with
complicated mathematical formulas. They do not typically
have the knowledge necessary to develop hardware or
software to solve the problem. That is the job of the
computer scientist. This person acts as a go-between for
the customer and the computer. To solve correctly a

Artificial intelligence experts also explain that computer
scientists can develop computer languages, but that they
“do not have the luxury of defining natural languages,” but
must study them in form in which they naturally occur [2].
In areas of AI dealing with knowledge representation
and natural language, there are various classes of content
words such as noun, verb, adjective, and adverb. There are
also function words such as preposition, determiners (the,
that), connectives, and quantifiers (all, many, some, none).
It is important to understand the structure of phrases and
clauses. It is also necessary to understand how various
types of words, phrases, and clauses are put together based
on the rules and structure of the grammar of the language to
produce a meaningful construct, something that is more
inroads – The SIGCSE Bulletin
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problem, he must first understand it well enough to put it in
computer form. Then he must be able to explain the
computer solution back to the customer. Communication is
the key.

Is it any wonder then that computer science, the study
of how to use a machine based on simple binary numbers to
solve real world problems, requires a good understanding
of language?
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Online Computer Science Glossary
Computer science is the integration of principles and applications of technologies that are required to
provide access to information. This science revolves around studying the structure and expressions of
algorithms, which are then used to solve complex problems. To excel at and understand computer science,
it is important to understand industry terminology. By learning the basic terminology used in computer
sciences, other, more complicated concepts will be easier to understand. Below is a list of popular
http://www.quickbase.com/articles/online-computer-science-glossary
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computer science terminology.
Application: An application is a set of codes designed to allow specific tasks to happen. Microsoft
Windows and Internet Explorer are common examples.
Application Server: Application Server is a specialized server that is based on client/server architecture.
Its sole responsibility is to run specific applications within the network.
API: API refers to Application Programming Interface. It’s the platform used by a program to access
different services on the computer system.
Array: An array is similar data saved on a computer system in a sequential form.
BIOS: BIOS stands for Basic Input/Output System. It gives the computer a platform to run the software
using a floppy disk or a hard disk. BIOS is responsible for booting a PC.
Bit: Bit is Binary Digit. It refers to a digit number, either a 0 or a 1. The binary digit is used to represent
computerized data.
Boolean: An expression, the value of which is either true or false.
Buffer: Buffer is a location, especially in RAM, for storage of temporary data to speed up an operation
such as disk access or printing.
BUS: A bus is a set of wires that enables flow of data from one location of the computer to another.
Byte: Eight bits is equal to 1 byte.
CGI: CGI stands for Common Gateway Interface. It defines how an auxiliary program and a Web server
would communicate.
Class: A group of objects having same operations and attributes is defined as a class.
Client: A client is a program that asks for information from other processes or programs. Outlook Express
is a great example of a client.
CMOS: CMOS is an abbreviation for Complementary Metal-Oxide-Semiconductor. It is the battery
powered chip that is situated on the Motherboard that retains system information such as date and time.
Data: Data refers to the information that is saved on a computer.
DOS: DOS is an acronym for Disc Operating System. It is a command line operating system launched by
Bill Gates.
DTP: Desk Top Publisher (ing) is a term that describes a program that enables users to create, design, and
print items such as business cards, birthday cards, letterheads, calendars, invitations, and so on.
Entity-relationship diagram: It’s a diagram that represents entities and how they are related to each other.
Environment: Environment refers to the interaction among all factors external to a physical platform. An
environment is made of specific software, hardware, and network protocols that allow communication
with the system.
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Event Listener: It is an interface of JAVA responsible for handling events.
FAT: FAT is an acronym for File Allocation Table. It resembles a table of contents so that files can be
located on a computer.
Fault: Hardware or software failure.
Front End: It is an interface through which a program can be accessed by common users.
Hardware: Hardware is a set of physical objects such as monitor, keyboard, mouse, and so on.
Icon: Icon is a small visual display of an application which can be activated by clicking on it.
IDE: It stands for Integrated Development Environment. IDE is a programming system that combines
several tools of programming to provide an integrated platform for programming. For instance, Visual
Basic provides an IDE.
Instance: It is an object described by its class.
Internet: Internet is a network that accommodates several computers to facilitate exchange and transfer of
data.
Kernel: It is a program called when a computer system is started. Kernel is responsible for setting up
system calls in order to manage hardware and system services, and allocate resources to applications.
LAN: LAN is an acronym for Local Area Network that spans small area. A LAN can be connected to
another LAN to accommodate more computers.
Memory: Memory is the internal storage location where data and information is stored on a computer.
Modem: Modem is a term created from the beginning letters of two other words viz. MOdulation and
DEModulation. The term implies changing of data from digital to analog and then back to digital.
Network: A Network is a group of computers connected to each other in order to send and receive data.
Operating System: An Operating System provides the software platform required for various
applications to run on. Its responsibility is to manage memory storage and security of Data.
Packet: Sections in which message or data are divided to transfer it over a network.
Pixel: Pixel is formed by combining the two words viz. Picture Element. It represents one point within an
image.
Port: Port is a connecting component mainly a hardware that enables two computers to allow data sharing
physically. Examples are USB and HDMI.
Process: It’s a series of commands that changes data values.
Protocol: Protocol refers to a set of rules that are followed by two devices while interacting with each
other.
Query: Query is a request made by a computer from a database residing in the same system or a remotely
located system.
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RAM: RAM is an acronym for Random Access Memory. It is a configuration of storage cells that hold
data so that it can be processed by the central processing unit. RAM is a temporary storage location.
ROM: ROM is an acronym for Read-Only Memory. It is semiconductor-based storage system that saves
information permanently.
Software: Software is a program (coding) that the computer reads. The system then carries out functions
as directed by the code. Adobe Photoshop is software.
TCP/IP: TCP/IP is an acronym for Transmission Control Protocol/Internet Protocol. It’s a set of
communication protocols used to connect host computers on the Internet.
URL: URL stands for Universal Resource Locator. It’s a way of accessing the Internet.
Virtual Memory: Virtual Memory is the unused memory on the hard disk used when certain applications
require more RAM than is available on the machine.
Virus: Virus is a program that is loaded onto your computer without you knowing about it and it runs to
hinder the normal functioning of the computer.
WWW: WWW stands for World Wide Web. It’s a term used to define the Internet.
WAN: WAN is an acronym for Wide Area Network. Such a network spans over an area larger than a
LAN.
ZIP: ZIP is an acronym for Zone Information Protocol. ZIP application enables transfer of data using
compression of files.
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